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Introduction
 
Increasingly, genome annotation methods are based on the 
phylo-grammar, a probabilistic model combining continuous-time Markov 
chains and stochastic grammars.  In past implementations, the 
phylo-grammar required significant effort for its creation and 
parameterization from training data.

We have developed an open source software tool, xrate, for easily 
creating and working with a broad class of phylo-grammars [1,2].  Xrate 
efficiently estimates maximum-likelihood (ML) rate matrices and 
phylogenetic trees from  multiple alignments using the phylo-EM 
(Expectation Maximization) algorithm.  As an illustration, we used xrate 
to estimate amino acid and nucleotide substitution rates.  We also used 
xrate to predict protein and RNA secondary structures and compared its 
performance to the corresponding phylo-grammar benchmark methods.

Methods
 
The PROT3 phylo-grammar was created to model protein secondary structure 
(Fig. 2).  This grammar is a three-state phylo-HMM (Hidden Markov Model) with 
reversible Markov chains.  The grammar was trained on datasets from the 
HOMSTRAD database of 1032 structural alignments of homologous protein 
families.  

Bubbleplots were created to visualize the amino acid initial frequencies and 
substitution rates.  We then compared the protein secondary structure prediction 
performance of xrate to the three-state phylo-HMM developed by Goldman, 
Thorne, and Jones, here referred to as GTJ [3].  We used two test alignments:  the 
xylanase alignment from GTJ, which we refer to as gtjxyl, and a similar “glycosyl 
hydrolases family 10” alignment from the alpha-beta barrel class in 
HOMSTRAD, here referred to as ghf10.

To demonstrate the capability of xrate as a tool for RNA secondary structure 

Results
 
An example of the bubbleplot visualization of amino acid substitution 
rates is shown in Fig. 5.  In a bubbleplot, the area of a circle in the main 
matrix is proportional to the rate of the corresponding substitution, with 
the grey circle in the upper-left repesenting the scale.  The offset row 
shows the equilibrium probability distribution over states.  Here, the area 
of a circle is proportional to the equilibrium probability of the correspond-
ing state.  The bubbleplots for the RNA substitution rates are shown in 
Fig. 6-7.

For the phylo-HMMs, we report the prediction accuracy collectively for 
all secondary structure categories, and the sensitivity and specificity with 
respect to each individual category.  For the phylo-SCFGs, we report the 
Positive Predictive Value (PPV) for basepair predictions. These metrics 
are defined as follows: 

Table 1 shows the effect of varying the EM convergence criteria while 
training the PROT3 grammar on the HOMSTRAD database.  Even on this 
large database, the training runtimes are manageable.  However, the pre-
diction accuracies on the test alignments decrease with decreasing EM 
minimum increment.  Fig. 8 shows how the log-likelihood of an annotated 
RNA alignment reaches an asymptote after 27 EM iterations.

Table 2 gives a summary of the protein secondary structure prediction per-
formance for the GTJ method and xrate on the ghf10 and gtjxyl test align-
ments. GTJ is more accurate than xrate on the gtjxyl alignment but xrate 
is more accurate than GTJ on the ghf10 alignment.

The accuracy of the RNA secondary structure prediction is shown in Table 
3.  The performance of Pfold, xrate using Pfoldʼs parameters, and xrate  
using the parameters estimated by EM are very similar.  

Min Incr Runtime (min) Acc1 Acc2
0.001 14 64.1 68.4

0.0001 35 62.1 60.4
0.00001 84 57.3 58.5

-1000000

-900000

-800000

-700000

-600000

-500000

-400000

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28

EM iteration

l
o
g
-
l
i
k
e
l
i
h
o
o
d

Program Family Sn (α) Sp (α) Sn (β) Sp (β) Sn (L) Sp (L) Acc
GTJ gtjxyl 66.7 91.3 63.5 84.0 73.5 77.3 69.6
GTJ ghf10 57.6 85.3 47.4 92.1 74.8 62.8 62.5

xrate gtjxyl 50.0 98.1 82.7 70.0 67.1 80.5 64.1
xrate ghf10 62.1 88.6 56.1 90.6 76.5 68.3 67.6

Program θ Sensitivity PPV
Pfold Pfold 45.0% 58.3%

(1273/2827) (1273/2185)
xrate Pfold 44.4% 61.7%

(1256/2827) (1256/1977)
xrate EM 42.8% 58.2%

(1210/2827) (1210/2078)

# STOCKHOLM 1.0
#=GF ID pp
#=GF CLASS small
#=GF FAMILY pancreatic hormone
1bba APLEPEYPGDNATPEQMAQYAAELRRYINMLTRPRY
1ppt GPSQPTYPGDDAPVEDLIRFYDNLQQYLNVVTRHRY
1ron YPSKPDNPGEDAPAEDMARYYSALRHYINLITRQRY
//

# STOCKHOLM 1.0
#=GF NH (1ron:0.1274,(1bba:0.5087,1ppt:0.5034)node_3:0.1122)root;
#=GF SC_max_PROT3 -352.209
1bba              APLEPEYPGDNATPEQMAQYAAELRRYINMLTRPRY
1ppt              GPSQPTYPGDDAPVEDLIRFYDNLQQYLNVVTRHRY
1ron              YPSKPDNPGEDAPAEDMARYYSALRHYINLITRQRY
#=GC DSSP         LLLLLLLLLLLLLLHHHHHHHHHHHHHHHHHHHLLL
//

prediction, we compare it to Pfold, a phylo-SCFG (Stochastic Context-Free 
Grammar) developed by Knudsen and Hein [4].  The PFOLD phylo-grammar 
was created mimic Pfoldʼs grammar (Fig. 2).  Our goal was to (1) evaluate if 
xrate can emulate the Pfold phylo-grammar using its model parameters, and (2) 
evaluate if xrateʼs phylo-EM algorithm can estimate parameters that yield 
comparable performance to those produced by other methods.  The PFOLD 
grammar was trained and tested on 148 alignments with experimentally 
determined structures from the Rfam database of RNA families.  The families 
were divided into a training set of 71 alignments and a testing set of 77 
alignments.

A schematic of the xrate training and prediction workflow is shown in Fig. 3.  An 
example of an input alignment and xrate output for the PROT3 grammar is 
displayed in Fig. 4.  

Fig. 1.  Production rules of the PROT3 phylo-HMM.  The 
grammar additionally contains the initial frequencies and 
mutation rates of the amino acids for each Markov chain 
but these are not shown.  Each grammar transformation 
indicated by the arrows has an associated probability 
(not shown). The HMM will emit an annotation label for 
the three “hidden” protein secondary structure states of 
Alpha (”H”), Beta  (”E”), and Loop (”L”). 

Fig. 2.  Production rules of the PFOLD phylo-SCFG.  
An SCFG is capable of modeling covariation in paired 
sites, but they must be strictly nested. In the “F” state, 
this grammar will output annotation labels for the left 
(”<”) and right (”>”) nucleotides of an RNA basepair.  
In the “U” state it outputs an annotation label for an 
unpaired nucleotide (”.”).  The “B” state will create a 
bifurcation in the parse tree.    

Fig. 4.  An example of an input protein alignment in 
Stockholm format (top) and the xrate output when the 
PROT3 grammar is used (bottom).  Note in the 
second line of the output the ML tree in New Hamp-
shire format.  The following row shows the maximum 
log-likelihood score of the predicted secondary struc-
ture.  The predicted secondary structure is shown in 
the row labelled “DSSP”.

Fig. 5.  Bubbleplots of amino acid sub-
stitution rates for alpha-helices (left), 
beta-sheets (center), and loops (right) 
estimated by training the PROT3 gram-
mar on the alpha-beta barrel secondary 
structure class in HOMSTRAD.  The 
colors highlight the the substitution of 
amino acids within the categories of aro-
matic, hydrophobic, and hydrophillic.  
The relative rates agree with the ex-
pected overall amino acid conservation 
in alpha-helices and beta-sheets and 
the much greater substitution rates in 
loops.    

Fig. 6.  RNA basepair substitution rates 
colored by basepairing conservation, 
gain, or loss (left) or transitions and 
transversions (right).  Rates and equilib-
rium frequencies were estimated by the 
phylo-EM algorithm from Rfam.  Substi-
tutions that create or preserve canonical 
base pairs are more frequent than sub-
stitutions that destroy basepairs.  Transi-
tions are more common than transver-
sions, both within basepairs and un-
paired sites.

Fig. 7.  Comparison of substitu-
tion rates of nucleotides in un-
paired alignment columns. 
Transitions are green, transver-
sions are black.

Table 1.  Effect of tightening the EM conver-
gence criteria when the PROT3 grammar is 
trained on the HOMSTRAD database.  The 
“Min Incr” parameter is the minimum frac-
tional log-likelihood increase per iteration of 
EM.  The prediction accuracies on the gtjxyl 
and ghf10 test alignments are shown. 

Fig. 8.  Asymptotic behavior 
of the log-likelihood  of an an-
notated RNA alignment with 
increasing EM iterations.

Table 3.  Accuracy of the RNA secondary structure prediction.  
Comparison of sensitivities and PPVs for (1) the Pfold program, (2) 
xrate using the PFOLD grammar with the model parameters set to 
Pfoldʼs values, and (3) xrate using the PFOLD grammar with the 
model parameters estimated from Rfam by the phylo-EM algorithm.

Table 2.  Summary of the prediction performance of the GTJ 
method and xrate using the PROT3 grammar trained on the HOM-
STRAD database.  The sensitivity and specificity for each of the 
secondary structure categories are shown and the overall accuracy 
of the prediction on the gtjxyl and ghf10 test alignments.  

Blue: Non-canonical  -> Canonical (pairing gain)
Red: Canonical -> Canonical (pairing conservation)  
Black: Non-canonical -> Non-canonical (unpaired)
Yellow: Canonical -> Non-canonical (pairing loss)

Red: Single transition  
Pink: Single transversion
Dark Green: Double transition
Medium Green: Transition and transversion
Light Green: Double transversion

For further information
 
YB can be contacted at ybendana@berkeley.edu.  AU can be contacted at 
andrew.uzilov@gmail.com.  IH can be contacted at ihh@berkeley.edu.  Please see 
www.biowiki.org/Ismb2006 for more details and to obtain a PDF version of this 
poster. 

Acknowledgements
 
YB performed the protein secondary structure benchmark.  AU performed the RNA 
secondary structure benchmark.  IH, AU, and YB were funded in part by 
NIH/NHGRI grant 1R01GM076705-01.  YB was supported in part by the UC 
Berkeley Graduate Opportunity Fellowship.

References
 
[1] P. S. Klosterman, A. Uzilov, Y. Bendana, R. Bradley, S. Chao, C. Kosiol, N. 
Goldman, and I. Holmes.  XRate: a fast prototyping, training and annotation tool for 
phylo-grammars. BMC Bioinformatics, in press.
[2] DART software package. http://www.biowiki.org/dart.
[3] N. Goldman, J. L. Thorne, and D. T. Jones.  Using evolutionary trees in protein 
secondary structure prediction and other comparative sequence analysis. Journal of 
Molecular Biology 263(2):196-208, Oct 1996.
[4] B. Knudsen and J. Hein.  Pfold: RNA secondary structure prediction using 
stochastic context-free grammars. Nucleic Acids Research 31(13):3423-3428, Jul 
2003.

Conclusions
 
Previously, phylo-grammars required considerable effort for their creation 
and training.  In contrast, we have shown that xrate can be used to easily 
create and train phylo-grammars.  We have demonstrated that xrate can 
give reasonable estimates of amino acid and nucleotide substitution rates.  
We have also shown that xrate obtains comparable performance relative 
to the benchmark GTJ phylo-HMM and the Pfold phylo-SCFG methods.

In the future, we plan to use xrate to investigate the prediction of 
interesting genome features, such as protein and noncoding RNA genes.  
It is our hope that the flexibility and accessibility of xrate will promote 
the accelerated use of phylo-grammars in computational biology research.

Fig. 3.  The xrate training and prediction work-
flow.  The training database of alignments may 
be unannotated, partially annotated, or fully an-
notated.  The test database is normally unan-
notated.  The training and test databases may 
include phylogenetic trees for each alignment.  
If the tree is missing, xrate will estimate the ML 
tree.
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Sensitivity(n) = TPn/(TPn + FNn)

Specificity(n) = TPn/(TPn + FPn)

Accuracy = (

n

TPn)/(

n

TPn + FNn)

PPV = TP/(TP + FP)


